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Abstract

Search-based software testing promises the ability to generate and evaluate
large numbers of test cases at minimal cost. From an industrial perspective,
this could enable an increase in product quality without a matching increase in
the time and effort required to do so.

Search-based software testing, however, is a set of quite complex techniques
and approaches that do not immediately translate into a process for use with
most companies.

For example, even if engineers receive the proper education and training in
these new approaches, it can be hard to develop a general fitness function that
covers all contingencies. Furthermore, in industrial practice, the knowledge and
experience of domain specialists are often key for effective testing and thus for
the overall quality of the final software system. But it is not clear how such
domain expertise can be utilized in a search-based system.

This paper presents an Interactive Search Based Software Testing (ISBST)
system designed to operate in an industrial setting and with the explicit aim
of requiring only limited expertise in software testing. It uses SBST to search
for test cases for an industrial software module, while also allowing domain
specialists to use their experience and intuition to interactively guide the search.

In addition to presenting the system, this paper reports on an evaluation
of the system in a company developing a framework for embedded software
controllers. A sequence of workshops provided regular feedback and validation
for the design and improvement of the ISBST system. Once developed, the
ISBST system was evaluated by four electrical and system engineers from the
company (the ‘domain specialists’ in this context) used the system to develop
test cases for a commonly-used controller module. As well as evaluating the
utility of the ISBST system, the study generated interaction data that was used
in subsequent laboratory experimentation to validate the underlying search-
based algorithm in the presence of realistic, but repeatable, interactions.

The results validate the importance that automated software testing tools in
general, and search-based tools, in particular, can leverage input from domain
specialists while generating tests. Furthermore, the evaluation highlighted ben-
efits of using such an approach to explore areas that the current testing practices
do not cover or cover insufficiently.
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1. Introduction

Software, especially embedded software, is an essential part of a variety of
complex systems that are used in many domains. The companies developing
such systems focus their core competencies on domain specific knowledge and
experience, rather than software engineering and software testing. As a result,
they often lack the expertise to perform systematic software testing and quality
assurance, focusing instead on testing the product as a whole. Since the quality
of the developed products depends on a series of trade-offs, software quality
assurance is often not a priority concern. Developing in-house software expertise
is prohibitively expensive and companies often prefer to focus their resources on
improving domain specific competitive advantages. !

It therefore becomes important to enable domain specialists to improve the
quality of the software they develop, without shifting their focus away from their
primary concerns. This could be achieved by developing a pre-packaged soft-
ware testing toolkit that would offer the best practices in software development
without the need to master the details behind the tool. This concept is sound,
but developing such a package before the specifics of the application become
known is a difficult task. Moreover, the functionality of the applications and
the ways they are tested may change, or may differ between different testers and
domain specialists involved, further emphasizing the importance of being able
to use domain knowledge as an integral part of the testing process and have a
flexible tool that can adapt to different scenarios and types of usage.

This paper proposes a system for testing embedded software by applying a
technique that largely automates the generation of test data while still enabling
domain specialists to contribute their knowledge and experience, thus allowing
them to focus on domain-specific concerns. The automated technique applied
uses a metaheuristic optimization algorithm to generate the test data and thus is
a form of Search-Based Software Testing [1, 2]. The domain specialist interacts
with the system to guide the optimization algorithm in the generation of test
cases that are appropriate in a given context. This interaction is inspired by
existing work in Interactive Evolutionary Computation [3, 4, 5, 6, 7], and is
designed to make it easy for the domain specialist to make their contribution,
while shielding them from the implementation details of the tool itself.

The contributions of this paper are as follows:

e A proposal that search-based software testing may be combined with user
interaction with the objective of permitting test cases to be generated
efficiently by users who are not necessarily testing experts.

e A description of how this proposal was implemented as an Interactive
Search-Based Software Testing (ISBST) system during a case study in
collaboration with an industrial partner.

e An industrial evaluation demonstrating that the ISBST system can be
successfully be used by domain specialists to develop test cases without
requiring extensive training in its use.

1We will use the phrase ‘domain specialists’ to describe system engineers and other special-
ists who use, develop and test software, even though their focus is firmly on their particular
domain.



e A laboratory experiment that validates the contribution of the underlying
search-based test generation algorithm. This experiment compares the
effect of the algorithm in the context of different interaction strategies
that are based on data gathered during the industrial evaluation.

In Section 2, we consider existing approaches to interactive evolutionary
search, and discuss how our approach differs from them. Section 3 is an overview
of the industrial case study, and Section 4 describes the ISBST system developed
during the study. Section 5 describes an evaluation of the system by users from
our industrial partner. A laboratory experiment motivated by the results of the
evaluation is described in Section 6. The results of the industrial evaluation
and laboratory experiment are discussed in Section 7. Threats to validity are
discussed in Section 8. Section 9 concludes the paper.

2. Related Work

Search-Based Software Engineering (SBSE) is a term coined by Harman and
Jones in 2001 [8] to describe the application of metaheuristic optimization (or
‘search’) algorithms to software engineering problems, see e.g. [9, 3, 10]. The
branch of SBSE concerned with testing problems is known as Search Based
Software Testing (SBST) and has been applied to many types of testing prob-
lems [1, 2], from object-oriented containers [11] to dynamic programming lan-
guages [12].

The premise of SBSE is that for many software engineering problems it is
difficult to derive a solution directly, but it is often easy to check whether a given
‘candidate’ solution solves the problem. In the context of SBST, the problem is
typically to derive test data that satisfies a specific testing objective: while it
may be difficult to derive a suitable test case, if we are given a candidate test
case it is usually straightforward to check whether it meets the testing objective.
If a fitness function can be defined that measures the extent to which the candi-
date solution solves the problem, then it is possible to use this fitness function
to guide a metaheuristic optimization algorithm towards solutions that solve
the problem. Even though the optimization algorithm may need to construct
and evaluate a large number of candidate solutions to find one that solves the
problem, this approach is often less costly than solving the same engineering
problem manually. Many metaheuristic optimization algorithms operate on a
population, i.e. a set of individual candidate solutions, and such an algorithm is
used in the ISBST system described in this paper. For this reason, we will use
the terms ‘candidate solution’, ‘candidate’, and ‘individual’ interchangeably to
refer to a potential solution developed by a search-based system.

There have been comparatively few studies considering interactive SBSE or
SBST. Feldt [5] described an interactive development environment where tests
are created as the engineer writes the program code or refines the specification.
The system used the interactions of the engineer to help guide the search but
the effect on the fitness function was indirect. Other work by Feldt [3], and by
Parmee et al. [13], considered the use of interactive search to explore engineering
designs and better understand design constraints but did not focus directly on
software testing.

Nevertheless, the notion of interactive involvement in a search process is well-
established. Takagi describes Interactive Evolutionary Computation (IEC) as



“an EC that optimizes systems based on subjective human evaluation” [4]. This
approach uses the human as a replacement fitness function in situations where
the optimization goal is dependent on “human preference, intuition, emotion and
psychological aspects” [4]; this includes applications such as arts and animation,
computer generated graphics and image processing.

Takagi [4] also identifies three main approaches to human interaction with an
Evolutionary Computation (EC) system. First, the human can act as a regular
fitness function: the human is presented a set of candidates and must assign a
fitness score to each of them. This means that each candidate must be analyzed
and evaluated.

The second approach is to present the human with the candidates to be
evaluated; the human then chooses those that are remarkable, either selecting
the ‘good’ candidates for promotion to the next generation or selecting the ‘bad’
ones for exclusion. Only a subset of candidates need to be marked, ranked or
graded, in this approach. This helps guide the search by ensuring that desired
characteristics are always represented in the population and have a higher chance
of propagating to the next generation. In effect, the user guides the search by
selecting those candidates deemed to be the “best current representation of the
goal” [14].

The third approach identified is that of Visualized EC, where the human
selects a solution based on the fitness values for several objectives, rather than
analyzing the individual candidates themselves. The approach is described in
more detail in [15]. One such example is presented by Bavota et al. [16], where
a candidate solution is a proposed distribution of software components into
clusters. Rather than evaluating each candidate itself, the user is required to
decide if two components belong in the same cluster or not.

One additional concept related to IEC is that of hyper-interactivity, defined
as a “form of IEC in which a human user actively chooses when and how to ap-
ply each of the available evolutionary operators, playing the central role in the
control flow of evolutionary search processes” [7]. Here, the human acts as a di-
rect guiding hand into each candidate’s development rather than as a substitute
fitness function, evaluating candidates after they have been generated.

All these approaches require that the human interact with the system at least
once each generation. The first two approaches imply that the human should
assess and evaluate each candidate before assigning fitness scores or making
their selections. These candidate individuals may be quite complex constructs,
leading to difficulties in making consistent, impartial and accurate evaluations.

By having the human analyze each candidate, to a greater or lesser degree,
the number of candidates that can be processed is reduced. The problem of de-
cision fatigue has already been identified and efforts have been made to address
it or, at least minimize its effects [17].

One proposed way to address the problem of human fatigue, especially deci-
sion fatigue, is that of finding a way of measuring fitness that does not require
the user to interact with the system so frequently. For example, Tonella et al.
describe a system that requires user input only when the existing fitness func-
tion prioritization results in a tie [18], thereby decreasing the demands on the
human user.

The Visualized EC approach (described above) requires only that a human
evaluate the fitness scores that each candidate has already received, rather than
the candidate solution itself. This, however, still means that each candidate



solution must be considered and compared to the others. Hyper-interactivity
means that the human user should be extremely involved not just with eval-
uating each candidate, but with developing candidates as well, applying the
evolutionary operators.

An alternative approach, that is quite different from those described so far,
is that of developing surrogate fitness functions aimed at standing in for human
behavior. Chou et al. [19], and Sun et al. [20] go into greater detail on how this
would be achieved. While this approach does resemble our purpose, the key
difference is that the quality criteria we are investigating can suffer dramatic
changes as new information becomes available. In our context, the human sub-
jective evaluation is a way for domain specialists to contribute their knowledge
and experience, while still keeping the focus firmly on objective quality criteria
rather than aesthetic ones.

Closer to our context is the work of Liapis et al. [21], where a user selects
their preferred solution and the system re-weights the quality objectives until
the user-preferred solution has the highest fitness. In contrast, our goal is to
actively work to ensure that the fitness function is a close match to the domain
specialist’s current understanding of the priorities and relative importance of
the quality objectives. Thus, even if the candidates currently displayed do not
exhibit the qualities the domain specialist requires, they can still guide the
search according to their estimation of what quality criteria the system should
fulfill.

Avigad and Moshaiov [22] combine computable performance with decision
maker preference to improve the process of selecting a conceptual design. Their
work, however, focuses on a problem where performance can be objectively
computed, and the criteria for doing so are already in place. The decision
maker’s influence is, ideally, to choose between designs comparable in quality.
Deb et al. [23], similarly use user preference as an input, in a “progressively
interactive” manner, on a set of non-dominated points. Their paper implies
that there exists a set of objective measures to determine dominance and a set
of criteria by which dominance is judged. By contrast, our work seeks to explore
the space of test cases and find “interesting”, i.e. not previously known, test
cases and behaviors. An objective performance measure is hard to define in this
context and the criteria for what constitutes such an interesting solution are
fluid.

Simons and Parmee [24], define elegance as a key factor in software design.
They define a set of quantitative measures for elegance, and their fitness evalua-
tion takes one of those measures, randomly, and shows the user the most elegant
solution according to that measure. These measures are quite specific to the
domain and the authors’ definition of elegance. In our context, the domain spe-
cialists’ understanding of what constitutes a good solution may vary with time,
or might not be so quantifiable to begin with.

In a previous paper [25], we proposed a system that combines several of
these concepts, e.g. interacting with the system once in a number of genera-
tions, rather than each generation [17]; and adds that of interacting with an
ISBST system by means of allowing the human to modify the fitness function
dynamically during the search process as their understanding changes or be-
comes more refined, or as new information becomes available. In this paper we
seek to expand on that work and evaluate, in an industrial setting, both the
utility of the ISBST approach and how users interact with the search process.



3. Case Study Overview

The implementation of ISBST presented and evaluated in this paper is a
result of a case study undertaken in collaboration with an industrial partner.
This section describes the context in which our partner operates, provides an
overview of the study design, and identifies two key research questions.

3.1. Industrial Context

Our industrial partner (who we are unable to name for reasons of confiden-
tiality) develops off-highway vehicles and components: Products that involve
embedded software, but where software is not the main consideration. As a
result, knowledge of the domain and domain specific trade-offs are critical to
quality. This requires a domain specialist to assess quality characteristics that
the complete product must have, rather than focusing on the software compo-
nents alone.

To enable their customers to develop their own products and to adapt com-
ponents to their own particular application, our partner also provides a graphical
programming environment, which we will refer to as ‘DomainDevEnvironment’,
that uses a drag-and-drop interface to create control systems. This environment
allows their clients’ engineers to use concepts they are familiar with to create
software for the partner’s micro-controllers. The code that will be deployed to
those controllers is automatically generated from the graphical designs that the
engineers produce.

To better illustrate the context, consider the examples of a control mecha-
nism for an electric motor powering a mechanical arm. Due to limitations of
the motor itself and the potential for damage in what the mechanical arm is
handling, a SoftRamp component is necessary to ensure that sharp increases or
decreases in the input signal do not damage the motor.

The users of ISBST system are therefore domain specialists who use the
DomainDevEnvironment toolkit and may come from different, albeit related,
backgrounds and are developing a wide variety of different products.

3.2. Research Questions

This paper focuses on two research questions that may be addressed by the
case study:

1. What is the domain specialists’ evaluation of the ISBST system in terms
of usefulness and usability?

2. How effective is the interaction between the domain specialists and the
ISBST system?

The first question is a qualitative evaluation of the ISBST system, from the
perspective of its intended users.

To answer the second question, we first determine if the necessary informa-
tion flows appropriately between the system and the domain specialist. The in-
teraction is deemed effective if the domain specialist has the information needed
to make an informed decision, and subsequently provides enough information
back to the system to guide the search further.
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Figure 1: Overview of the Study Design

3.3. Study Design

The case study has been conducted over a period of two years, and covers
both the development and evaluation the ISBST system in collaboration with
our industrial partner. This long-term involvement with an industrial partner is
critical at an early stage in the development of interactive search-based systems;
our overall approach is an example of design research [26]. The study design is
summarized in Figure 1.

Initial information was obtained from workshops with the company and by
attending training sessions. Subsequent development of the ISBST system was
guided and validated by frequent discussions, workshops and participation in
company training sessions. In particular, context-specific quality objectives for
test cases in this implementation are derived from discussions with our industrial
partner and their clients, frequently updated according to their perceptions, and
based on their experiences. Examples of these quality objectives are identified
in description of the ISBST in this paper, but the general ISBST approach is
not limited to these specific objectives. The ISBST system developed by this
collaboration is described in Section 4.

At the end of development, the ISBST system was validated on-site, with
domain specialists from the company, testing production code under realistic
conditions. This evaluation is described in Section 5.

During the evaluation we observed different “interaction strategies”, i.e. pat-
terns in the interaction between the system and the domain specialists. These
strategies were subsequently used to conduct a laboratory experiment to deter-
mine how the interaction strategy affects the results of the underlying search-
based system. This experiment is described in Section 6.

The results of the industrial evaluation and laboratory experiment will be
used to answer the two research questions identified above.

4. The ISBST System

This section describes the ISBST system which was developed in collabora-
tion with our industrial partner.

While the general approach of ISBST has broad applicability, this descrip-
tion also covers the implementation-specific details. In particular, the exemplar
system under test (SUT) is SoftRamp, a common component in the DomainDe-
vEnvironment toolkit used by our partner and whose functionality was described
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above; and the set of quality objectives is specific to the type of software that
is developed using the toolkit.

4.1. Overview

The ISBST system is designed to make it easy for the domain specialist to
interact and contribute their knowledge and experience, while at the same time
shielding them from the minutiae of the underlying search-based system.

To achieve this goal, the system can be imagined as two nested cycles, as
seen in Figure 2. The inner cycle uses a search-based algorithm to create a
population of candidate solutions. The outer cycle is concerned with interacting
with the domain specialist and converting their feedback into the appropriate
fitness function that guides the search algorithm of the inner cycle.

The system maintains the overall structure presented in our previous work [25],
while making allowances for the increasing complexity inevitable in practical im-
plementation.

4.2. The Inner Cycle

The inner cycle contains all the technical scaffolding needed to develop candi-
date solutions and to interface with the SUT in order to assess quality objectives.

Encoding a Solution. A candidate solution in our context is a test case
consisting of a set of inputs, generated by the search-based algorithm.

For the SoftRamp component, the inputs are divided into setup values and
input signal. The setup values are a set of five integers that determine the setup
of the SoftRamp. Some of these values are subject to special rules, e.g. two
values, sftsy+ and sftenqg are percentages and sftsrt + Sfteng < 100. These
values are randomly generated from the acceptable values. The input signal can
consist of any datatype supported by the DomainDevEnvironment. The SUT



currently used accepts an input signal with a fixed length of 15 values, each a
16-bit integer.

So, a candidate solution is a vector of 20 real numbers, the first 5 being the
setup values for the SUT, and the remaining 15 being the input signal for the
SUT. An output signal is generated for each candidate solution by running the
SUT with the 5 setup values and collecting the output signal that matches the
input.

Quality Objectives. During the study, we identified a number of “quality
objectives”, i.e. characteristics of a test case that would indicate a problem in
the SUT and, thus, make a good test case. These quality objectives, described
in more detail in Table 1, are calculated from the outputs of the SUT when run
with the candidate test case.

[ No. ]| Objective [ Description [ Aim
1 Large Signal | Rewards higher maxima values in the output Maximize
at Least Once
2 Small  Signal | Rewards lower minima in the output. Minimize
at Least Once
3 Mean Output Rewards higher mean values in the output. Maximize
4 Above Impor- Rewards test cases with output values that exceed by | Maximize
tant Limit at the most a prescribed maximum value. Only the largest
Least Once difference is considered.
5 Below Impor- Rewards test cases with output values that fall farthest Maximize
tant Limit at below a prescribed minimum value. Only the largest dif-
Least Once ference is considered.
6 Above Im- Rewards test cases with mean output values that exceed Maximize
portant Limit | by the most a prescribed maximum value.
Overall
7 Below Impor- Rewards test cases with mean output values that fall far- Maximize
tant Limit thest below a prescribed minimum value.
Overall
8 One Large In- Large variations in the output signal may damaging com- Maximize
crease ponents, or be indicative of internal faults in the module.
Rewards the maximum value of the first order derivative.
9 One Large De- Large variations in the output signal may damaging com- Minimize
crease ponents, or be indicative of internal faults in the module.
Rewards the minimum value of the first order derivative.
10 Swings Oscillations in the output may be damaging to the other | Maximize
Through components or indicative of internal faults. Rewards the
Zero highest number of times the output signal crossed the 0
value.
11 Diversity This is an overall measurement of how different a test Maximize
case is from the population in the previous interaction
event. This allows the domain specialist to widen the
search space being explored or converge towards a solu-
tion.

Table 1: An overview of the current Quality Objectives

Intermediate Fitness Function. The mechanism we chose to allow the
domain specialists to guide the search is to encode their feedback as to the rel-
ative importance of the quality objectives in the Intermediate Fitness Function
(IFF). This function is calculated from of a set of quality objective scores for a
candidate and a set of weights for those objectives, and is a variant of Bentley’s
Sum of Weighted Global Ratios [27]. This approach normalizes all the values
in a generation to an interval between the largest and the smallest values ob-
served for a given objective, both in the current and previous generations. Each
solution is assessed and receives a score for each of the quality objectives. The
weights are then used to combine the scores into a single fitness value for each
candidate.



nObjectives
IFF(j)= ) Weight, * Value; ; (1)
i=1

where TFF(j) is the fitness value of candidate j, Weight, is the current
weight of the objective i, and Value; ; is the fitness value of candidate j mea-
sured by objective i. The value of IFF(j) is the sum of the weighted fitness
values for all nObjective objectives. An objective k can be deselected from the
computation by having Weight, = 0.

The weights are received from the Outer Cycle. The weights change ac-
cording to the feedback received from the domain specialist, and the IFF is
recomputed to reflect those changes. More detail on the quality objectives and
how they relate to user interaction can be found in Subsection 4.3 below.

Search Algorithm. The search-based algorithm chosen for this implemen-
tation was Differential Evolution (DE) [28].

Differential Evolution is a parallel direct search method. Each potential so-
lution is a vector of real numbers. The initial population is chosen randomly
from a uniform distribution, and covers the entire parameter space. New pa-
rameter vectors are added by mutation: adding the weighted difference between
two population vectors to a third vector. For each target vector z; g, where
i=1,2,..., NP a mutant vector is generated as follows:

Vi,G+1 = Try,¢ + F * (Try 6 — Try,6) (2)

where 71,179,735 € 1,2,..., NP, are integer, and mutually different and dif-
ferent from the running index i. F is a real and constant factor € (0, 2] which
controls the amplification of the differential variation (z,, ¢ — Zr,,c)-

The result v; g4+1 is then subjected to crossover, by mixing its parameters
with those of another predetermined vector, and the outcome of this operation
is called trial vector. If the trial vector is an improvement over the target vector,
it replaces it in the following generation [28].

The crossover rate we used is ¢r = 0.5, the scale factor is F' = 0.7, and the
population size is population = 100. The mutation strategy is that proposed
by Storn and Price [28]: DE/rand/1/bin. The strategy uses a differential evolu-
tion algorithm (DE); the vector to be mutated is randomly chosen (rand); one
difference vector is used (1); the crossover scheme is binomial (bin).

4.8. The Outer Cycle

The Outer Cycle is the component responsible for handling the interaction
with the domain specialist.

The Interaction with the Domain Specialist. After a number of op-
timization steps, steps = 300, the Inner Cycle stops the search and triggers
an “Interaction Event”. This event consists of: a) displaying the current and
previous generations to the domain specialist; b) displaying additional details
on demand; and c¢) allowing the specialist to guide how the search is to be
continued.

The current and previous generations are displayed as graphs, with the graph
axes showing the fitness values obtained by each candidate solution with respect
to selected quality objectives, as can be seen in Figure 3. To visualize more than
a pair of quality objectives, a domain specialist can choose to view a matrix of

10
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plots, where each graph in the matrix shows the fitness values of a pair of the
selected quality objectives, e.g. Figure 4.

A user can select one or more of the candidates being displayed and see a
more detailed view. This view includes, in addition to the fitness values with
respect to each objective, the input and output values, see Figure 5.

To guide the search, the domain specialist decides the relative importance
of the quality objectives using the Guidance Panel in Figure 6. The relative
importance is expressed in terms of weights, all of which have values between
weight,,;, = 0.0 and weight,,., = 1.0, and are modified in increments of
weights = 0.1. The values do not have to add up to any fixed value. These
weights are then used to compute the IFF, as described in Subsection 4.2 above.

At any point, the user is able to export test cases that they feel are partic-
ularly interesting for use and investigation outside of the ISBST system.

4.4. System Implementation

The outer cycle uses a combination of CoffeeScript?, a variation of JavaScript
aimed at simplifying development, and the Data-Driven Document (D3) library?
to display candidates and obtain feedback from the domain specialist. D3 is a
JavaScript library for the manipulation and display of data in a browser. It

2http://coffeescript.org/
Shttp://d3js.org/
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allows visualizations to be dynamically created, without acting to change the
data itself. Since the outer cycle is concerned with displaying the candidates,
the combination of Coffescript and the D3 library is a good fit for the purpose.

The inner cycle and the SUT interface are developed in Ruby. This was
chosen for the relative ease with which it interacts with other applications, e.g.
SUTs, interfaces to simulators or interfaces to hardware test benches, enabling
the ISBST to be more extensible overall.

Communication between the inner and outer cycles is achieved by packaging
candidate objects into a JavaScript Object Notation (JSON) file* and made
available through the Sinatra® framework. Search-related meta-information,
e.g. fitness values for each objective, is included in the candidate object, and
therefore available in the outer cycle. This enables the system to more easily
adapt to changes in display requirements.

5. Industrial Evaluation

This section describes an on-site evaluation that was conducted with our
partner company’s engineers.

5.1. Methodology

The objective of the evaluation was to observe how the engineers interact
with the ISBST system and to determine if the system can be successfully used
to develop relevant test cases.

The evaluation took place over the course of a single day at our industrial
partner’s site in Sweden and involved five of the company’s engineers. The
participants had diverse backgrounds, education and previous experience, as
can be seen in Table 2. All the participants were developing software using the
DomainDevEnvironment or were working on developing the tool itself. As a
result, they can all be considered to be domain specialists, due to their current
work with domain specific tools, as well as their previous experience in domain
specific activities.

The evaluation began with a brief presentation to clarify the purpose, and
how the case study relates to the company and its activities.

The subsequent phases of the evaluation were as follows:

1. Collecting demographic information (5 minutes). An initial set of five
questions was used to determine the subject’s previous experience, both
in their position and with the SoftRamp SUT, as well as education back-
ground. For those that took part in previous validation efforts, impressions
on those were also collected, as they could affect the current evaluation.

2. Understanding SBST and the ISBST prototype (10 minutes). This section
contained a brief demo of the ISBST system, its operation, answers to any
questions the subjects had, and clarifications to any of the practical issues
regarding the use of the ISBST system.

4http://www. json.org/
Shttp://www.sinatrarb.com/
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No. | Previous Do- Experience Education Team Completed
main in the Evaluation
Company
(yrs)
1 Control Sys- 14 Accredited Industrial | Software Yes
tems Electrician
2 Electrical En- | 2 MSc. in Electrical En- | Software Yes
gineering gineering
3 Electrical En- 15 Accredited Industrial Software No
gineering Electrician
4 Software De- 9 MSec. in Electrical En- DomainDev- Yes
velopment gineering Environment
5 Telecom 19 BSc. in Computer Sci- DomainDev- Yes
ence Environment

Table 2: Demographic data for the participants to the industrial evaluation. The Domain-
DevEnvironment Team develops the environment itself, while the software teams uses it to
develop software for company applications.

3. Current testing procedures (10 minutes). In this phase the candidate
discussed current test case development strategies and establish a baseline
for the type, number and quality of test cases that the developer could
create manually (i.e. without the assistance of the ISBST system).

4. Practical evaluation (15 minutes). During this phase, the subject used the
ISBST system to develop test cases for the SoftRamp component. The
participant had the freedom to choose the ultimate goal of the activity,
so that the comparison to their regular testing procedure would have a
common basis. No further answers nor clarifications were available during
this phase. The interaction between the subject and the search-based
system was logged, including the weights assigned to each objective for
each interaction step. Further notes on the preference for certain strategies
or objectives as well as any other information deemed interesting was also
recorded by the researcher.

5. Debriefing and final questions (5 minutes). This phase consisted of a brief
interview to collect feedback regarding the system, impressions regard-
ing the interaction and the resulting test cases, and gave the subject the
opportunity to provide any additional comments or suggestions.

The same procedure was followed for each of the participants in the exper-
iment. Any departure from this procedure was noted. If the departure from
the procedure was severe, then the data provided by the participant in question
was eliminated from the analysis. This situation occurred in only one instance:
participant 3 was interrupted during the evaluation, so the data regarding that
participant was not taken into account when performing the analysis.

5.2. Results

This evaluation had two main goals: a) to evaluate if the information flow
between the ISBST system and the domain specialist is sufficient for the latter
to make informed choices and successfully guide the system; and b) to evaluate
if the ISBST system can develop candidate solutions of comparable quality to
hand-crafted solutions.

The interface received a largely positive evaluation, with respect to the first
goal mentioned above. Though some issues were identified with respect to the
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1. Did the results evolve in the direction you expected them to?

°
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2. Would you use this system on a regular basis?
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cases? (Do they test different aspects of the system?)

°
°
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|
|
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°
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B

°
-
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Figure 7: Answers to Final Questions.

clarity of the presentation of available information, the information itself was
deemed useful and interesting. The information flow was clear and useful: that
the participants were able to guide the search.

Figure 7 shows an overview of the answers to the final questions of the
evaluation, after the candidates had had a chance to try the ISBST system out
and use it to develop test cases.

First of all, all the participants were able to use the ISBST system without
incident or additional support and develop test cases for the given SUT. The
interviews revealed that 3 of the 4 participants would add some of the tests
they developed using the ISBST tool to the regular test suite. All participants
agreed that, even if the candidate test cases they had developed were not as good
as the hand-crafted ones, they did seem to investigate different and important
areas of the search space. Participant 1 stated that one of the test cases he
had found, including large oscillations in the input signal, was “something a
human tester may not think to check for”. The interviews also revealed that
differences of opinion are not uncommon, even between developers working on
similar projects, in a similar context, and within the same company.

Overall, the ISBST system yielded good results: after only a short amount of
training in its use, and within only 15 minutes effective working time, engineers
were able to understand the test cases they were shown, reason about them,
and successfully guide the search towards better candidates.

5.8. Interaction Strategies

One of the remarkable results of the evaluation was the variety of strate-
gies the domain specialists used to interact with the system. This section will
describe some of the different approaches and their implications.

The strategies discussed here emerged from three major information sources.
First, the initial and final interviews contained questions regarding each partici-
pant’s approach to testing a given module. Second, the participants’ interaction
with the system was closely observed, and the observations enriched the initial
understanding of the participants’ approach to testing the SUT. Third, logs
of the interaction events were collected, to provide a quantitative view of the
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participant’s approach to using the ISBST system. All the participants were
informed about the duration of the evaluation phase, and it is reasonable to
assume that their interaction strategy was aimed at making the best possible
use of the available time.

The first noticeable strategy consisted of isolating a subset of related quality
objectives, based on experience. After the first interaction event, the partic-
ipant then tried to focus on the candidates that had performed best overall
and worst overall and subject them to closer analysis. During the discussion,
the participant stated that their current approach to testing was to investigate
extreme values. Their experience was that most faults emerged in those areas.
A limited selection of test cases with intermediate values were checked, as a
sanity check measure. In terms of interaction, this strategy resulted in a limited
number of interaction events and small variations in the weights assigned to the
various selected quality objectives. This is due to the participant focusing their
attention and time on the quality objectives, trying to identify the objective
combinations that resulted in greatest change in the test cases.

A second strategy was to focus on candidates that differed greatly in terms
of one quality objective, but very little in terms of the others. Pairs of such
candidates were identified and selected, and the detailed views of each candi-
date were used for conducting the comparison. The interaction was focused on
analyzing the graphs of each pair of candidates and attempting to ascertain the
reason behind the differences that were identified.

The third strategy involved more interactions with the system and looking at
several generations of candidates. The weighting of quality objectives changed a
lot during interaction events, with certain objectives being dropped altogether.
The participant focused on the outlier candidates and looked for candidate so-
lutions that exhibited unexpected characteristics. The use of the system was
to investigate groups of inputs that were not normally included in manual test
cases and check if any outliers exhibited unwanted behavior. The interactions
between this participant and the systems were focused on the overview of the
entire population, identifying outliers and looking at the differences between the
current generation and the previous generation. This strategy was the one most
in line with our expectations of how the system would be used.

In addition to the information provided by the different strategies, the par-
ticipants’ approaches to interaction highlighted the variable nature of personal
experience and expectations. It is important for a system that relies so heavily
on interaction and the experience of its users to allow for variation in terms of
how those users interact with it. This evaluation reinforces the importance of
having a robust system that can interact with the domain specialists on their
terms and according to their strategies. It also shows that the ISBST system
has this flexibility and robustness.

6. Laboratory Experiment

This section describes a subsequent laboratory experiment that expands on
the results of the industrial evaluation. It is motivated by a concern as to
whether the search-based algorithm applied in the inner loop is effective for all
the different interaction strategies observed during the evaluation.
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6.1. Ezxperimental Setup

First, four interaction strategies were defined based on the data obtained
from the industrial evaluation. The most complex interaction observed in the
industrial evaluation was chosen for the experiment. This complex interaction
is the Realistic strategy, with only minor modifications to allow for a better
comparison with other strategies. Several simplified versions of the Realistic
strategy were developed to represent the range of different behaviors observed
in the evaluation. These simplified strategies can be seen in more detail in
Table 3. The Realistic strategy is the more complex and closer to actual domain
specialist behavior, while the Null strategy mimics the behavior of a Search-
Based Software Testing system with no interaction.

The Realistic strategy focused on optimizing a subset of 5 of the quality
objectives: 1, 2, 8, 9, and 10 in Table 1. The selection of the objectives was
based on the interaction logs, with the chosen objectives exhibiting both synergy
and contradictions. To enable a fair comparison, all the simplified versions use
the same subset of objectives.

Second, these strategies were compared by running the ISBST system with
each strategy and measuring the overall fitness value of the population

To ensure a fair comparison, the same ‘effort’ was applied for each strategy
and this was measured in terms of fitness evaluations made by the search algo-
rithm, as recommended by Crepinsek et al [29]. All strategies are of the same
length: 11 interaction steps, amounting to 3,300 fitness evaluations. Moreover,
where the strategies call for changing the fitness function by re-weighting, the
overall sum of the weights is the same, to prevent one of the strategies from
obtaining an unfair advantage.

The ISBST system uses an initial random population and applies a default
weighting in the Intermediate Fitness Function to create the population that
a user sees at the first interaction event. The comparison is therefore made
between the initial populations, and those at the end of 11 interaction steps.

The search algorithm is stochastic, and so, to minimize the effect of this
randomness on the evaluation, each strategy is run a total of 30 times. To
facilitate this repetition, the strategies were be applied automatically by a script
taking the place of a human in the Outer Loop.

6.2. Results

A first analysis compared the initial population to the final one, using each of
the strategies. Statistical significance between the initial and final populations
was assessed using a paired Wilcoxon Signed-Rank Test over the sample of 30
results for each combination of objective and strategy. For the Realistic strategy,
for objectives 1 through 5, the p-values were p < le — 06. The comparison of
the initial to the final populations yields similar values for all the strategies.

There was a significant difference between all the objective fitness values for
all the strategies. This clearly shows that the search-based algorithm powering
the inner loop clearly affects the outcome, regardless of the interaction strategy
taken.

The box plots of Figure 8a compare the change in each of the five quality
objectives when the Realistic strategy is applied. The figure shows a clear
distinction between the initial and the final populations, thus indicating that
the underlying search-based algorithm is performing as we assumed it would.
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Strategy

[ Description

[ Comments

Null Strat- All the objectives have the same | It is the default strategy of the sys-

egy weight: 0.5. tem and the control group of the ex-
periment.

Clear Fit- The 5 selected objectives have weight It simulates a case where the domain

ness Func-
tion

1, the rest 0.1.

specialist knows from the first step
what type of fitness function they are
looking for. While not realistic, it is
a plausible case and a useful compar-
ison.

Slowly The weights of the objectives change, | This simulates a case where the do-
Finding but the change is gradual. All the 5 main specialist starts from a different
a  Fitness selected objectives start at weight 0.1 weighting, and slowly adjusts it until
Function and slowly increase in priority until | finding the goal. Though not com-
reaching 1. pletely realistic, such behavior has
been observed during the industrial

evaluation.
Realistic Each of the 5 selected objectives is | This captures the most realistic

the top priority during two interac-
tion steps, the overall sums of their
weights are equal, and no two objec-

interaction, while preserving equal
overall weights and allowing a com-
parison with the other strategies.

tives are top priority simultaneously.

Table 3: An overview of the Interaction Strategies used for the experiment

Step]l OT [ O2 [ O3 [ O4 | 05 Step OT [ O2 [ O3 [ 04 | O5
0.1 0.1 0.1 0.1 0.1 1 0.5 0.5 0.3 1 0.6
0.2 0.2 0.2 0.2 0.2 2 0.4 0.3 0.2 1 0.8
02 | 02|02 02|02 3 03 [ 01|05 |08 |1
04 | 04 | 04 |04 |04 4 02 |03 |08 |05 |1
04 | 04 | 04 | 04 |04 5 03 | 05 |1 0.2 | 0.6
0.5 0.5 0.5 0.5 0.5 6 0.4 0.7 1 0.2 0.3
0.6 0.6 0.6 0.6 0.6 7 0.5 1 0.8 0.2 0.1
0.8 0.8 0.8 0.8 0.8 8 0.6 1 0.5 0.3 0.5
08 | 08 | 08 |08 |08 9 08 | 0.7 | 03 |05 |07
0 1 1 1 1 1 10 1 05 | 02 |08 |03
1 1 1 1 1 1 11 1 04 | 04 | 05 | 0.1
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Figure 8: A detailed view of some of the experimental results.
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The goal for objectives 1, 3 and 5 was to maximize the fitness values, while the
values objectives 2 and 4 were to be minimized, and the results in Figure 8a
reflect these goals.

An interesting comparison is that in Figure 8b, showing the the change in
the value of one quality objective (03) across all of the interaction strategies.
The displayed objective was chosen randomly, but all show the same behavior
across the different strategies: The Null strategy performs by far worst of the
group, while the other three strategies are much closer in terms of fitness values.

The comparison between the three remaining strategies, i.e. Clear, Slow, and
Realistic, is quite straightforward. The Clear strategy shows a fitness function
that never changes, yielding the best results, but assuming precise knowledge.
The Realistic strategy shows slightly worse results, but starts from the most
realistic assumption: that a domain specialist cannot accurately predict the
desired fitness function from the start of the test.

In addition, a paired Wilcoxon Signed-Rank Test was conducted between
the final population of the Realistic strategy and the Null strategy. The p-
values for this test, for objectives 1 through 5 respectively, were p < .001, with
the exception of the last objective, where p = 0.6324. The comparison is not
significant with respect to the last objective, the number of times the output
signal crosses zero. Due to the limitations of the current implementation, the
values obtained for this objective varied between a small set of values. For all
the other objectives, an interactive strategy, even a sub-optimal one, clearly
outperformed the non-interactive Null strategy.

Our assumption was that the Realistic strategy would create a more diverse
set of solutions, but one that also had a significantly lower overall fitness value.
The results of this experiment seem to indicate that the it performs better than
expected. They also seem to show that the choice of interaction strategy is
not critical to obtaining good results. Using a Clear or Slow strategy would
be preferable, but if the available information does not allow such a choice, the
Realistic strategy will provide good results nevertheless.

7. Discussion

Any discussion of the results should start with the statement that this was
a case study on an ISBST system developed for a particular context and evalu-
ated within one particular company. The case study consisted of an industrial
evaluation and a laboratory experiment set up on the basis of the information
obtained from the evaluation. As a result, it can only be claimed that these
findings apply in this context, and conclusions more general than that cannot
be drawn at this stage.

That said, we believe that the results indicate that ISBST is a potentially
viable tool for use in industry. Domain specialists at our industrial partner were
able, after a brief tutorial session and with limited time, to create interesting
test cases. In some instances, the created test cases were comparable in quality
to manually crafted test cases, and all the participants agreed that the tests
were useful in terms of investigating behaviors that are not currently covered by
tests, or provided insights into the workings of the tested (SoftRamp) module.

The current study has helped show some of the complexities of applying
the ISBST system in an industrial context. Domain specialists have varied
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backgrounds and approach their duties in various ways, while search objectives
may vary from one context to another. Nevertheless, search-based techniques
can be applied in an industrial context and have, so far, yielded interesting
results.

Next, we will discuss answers to the research questions we posed in Sec-
tion 3.2.

1. What is the domain specialists’ evaluation of the ISBST system
in terms of usefulness and usability?

The domain specialists that participated in our evaluation found the sys-
tem usable and were able to develop test cases for the SUT. While im-
provements can still be made, all the participants were able to interact
with the system and evaluate the results without incident.

The usefulness of the resulting test cases, and of the ISBST system itself,
centered around its ability to develop test cases that were different from
hand-crafted ones, in a short amount of time and with little additional
training.

From this we can conclude that the ISBST system is usable, even with
limited specific training. The results of the case study also indicate that
the ISBST system is useful, as a complement to existing techniques. It
provides a way of exploring, at a relatively low cost, areas of the search
space that a human user would not otherwise investigate, but that may
cause failures of the SUT.

2. How effective is the interaction between the domain specialists
and the ISBST system?

The evaluation indicates that the interaction, as it is currently imple-
mented, is sufficiently effective to allow the domain specialist to under-
stand the test case candidates that the ISBST system generates, visualize
in more detail those they find interesting, and make informed decisions
that successfully guide the search for the next generation of candidates.
All the participants in our case study were able to interact with the sys-
tem, using diverse strategies, and achieve the goal of generating test cases
for the SUT.

The laboratory experiment showed that the Null strategy, that mimics the
behavior of a system with a fixed and a prior: defined fitness function,
performs consistently worse than all the other strategies (see Figure 8a).
This seems to indicate that the guidance obtained by interaction is an
improvement over unguided search.

Overall, the evaluation of the ISBST system can be considered a success. The
evaluation confirmed our assumption on the importance of domain expertise and
validated our ISBST system.

8. Validity Threats

This section will discuss some of the validity threats identified with respect
to this study. We will discuss these threats based on their root cause:
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Threats relating to sample size. The case study is based around an industrial
evaluation that included four engineers from our industrial partner. This is
a small sample and this creates a number of threats regarding the degree to
which the sample is representative, problems relating to random variances in
the sample, and well as the generalizability of the study.

For the purposes of our study, we considered the population to be the to-
tal number of domain specialists employed with our industrial partner. The
overall number of engineers that fit this requirement, together with the need
for both domain expertise and experience with developing embedded software
is extremely limited: i.e. less than 20 worldwide. As a result, our final sample
of four engineers, while extremely limited, is representative of the population.

The sample size could be expanded, but only by including domain specialists
from other companies. These additional participants would be developers of
embedded software, but their domain expertise would differ enough from the
original sample as to create additional threats to the validity of the study.

Overall, we claim that our conclusions are valid to the context of our indus-
trial partner, though this study make no claims to wider generalizability.

Procedural biases and measurement reliability. Our goal in this study is to eval-
uate the ISBST system from the perspective of interactivity and to assess the
applicability of SBST in an industrial setting. The former is related to the pref-
erences of the engineers participating in the evaluation, since the effectiveness
of the interaction is quite a personal issue. The latter, the applicability of the
ISBST system in an industrial setting, is also dependent on the willingness of
engineers to use it and accept it as part of everyday work. In such a context
the measurements are, by necessity, subjective.

To ensure the reliability of the evaluation procedure, all participants were
given full information about the nature, duration and purpose of the study.
All participants received the same amount of training, information and time
to evaluate the system. Every effort was made to isolate participants from
distractions during the conduct of the evaluation.

Given that the purpose of the study was to evaluate the ISBST system, and
that the participants were aware of this purpose, we do not deem evaluator
apprehension to be a significant threat. Moreover, observations taken during
the evaluation revealed no sign of apprehension from any of the participants.

Several types of observations were recorded: The participants’ opinions, ob-
servations regarding their use of the ISBST system, and a set of system logs from
their work with the ISBST system. Since no major disagreements were identi-
fied between these information sources, we conclude that the data collected can
be trusted to be accurate.

Furthermore, since the participants are not familiar with SBST beyond a
general level and the evaluation itself was largely exploratory, we deem it un-
likely that there was any attempt to guess the ‘intended result’ that would
endanger our findings.

For the experimental part of our study, the measurements were fully au-
tomated. As a result of this, we can conclude that those measurements are
reliable.

Random wvariations. Random variations can occur in the participant popula-
tion, and this can threaten the results of a study of this nature. However, all
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participants are engineers working in the same context and for the same com-
pany. Differences in skill and training may exist, but they are not expected to
be of great enough magnitude to derail the findings of this evaluation.

Researcher expectations. This is a considerable validity threat, and addressing it
was an important part in the evaluation design. Any questions that participants
had were only answered before the evaluation itself began, with any assistance or
advice limited to answering questions and providing a brief demo of the ISBST
system. No participants asked for any further clarification doing the evaluation
phase. Had there been any questions, the question itself, the answer provided,
and their perceived effect on the participant, would have all been recorded and
included in the analysis.

9. Conclusions and Future Work

In this paper we have presented an Interactive Search-Based Software Testing
(ISBST) system, and have evaluated its applicability in an industrial setting.
The system itself is designed to interact with domain specialists, in order to fully
benefit both from their experience and from the power of search-based software
testing methods. Simple, intuitive interaction with domain specialists is a key
factor in industrial applicability, since it makes such a system more usable and
more easily accepted in an industrial setting.

An industrial evaluation was conducted and showed that ISBST is a useful
addition in the context of our industrial partner, and complements existing
testing methods. In addition, a follow-up experiment has shown that, while test
cases can be developed from a static fitness function, user interaction is essential
in developing interesting and useful test cases.

Overall, an ISBST system can be used by a domain specialist unfamiliar
with search-based techniques to help test an embedded software module, while
requiring a minimal effort in terms of training and generating test cases that
complement existing approaches.

Future work will, of course, include further efforts to improve the Inner
Cycle, without diminishing its capacity for generating the diverse potential so-
lutions. Since we envision the system being used as an exploratory tool, to
investigate those areas of a vast input space that a human would not think to
test, ensuring that the back end provides diverse enough candidates is essential.

Clear avenues for further improvement of the ISBST system have also been
identified. One example of such a potential improvement is extending the ISBST
system to other modules, other companies and other contexts. The ISBST
system was designed to be modular, specifically to allow easy extension to other
modules within the same company and context.

Adapting the ISBST system to other companies in the same domain would
be more involved. Subtle differences between companies mean that existing
quality objectives would have to be validated and new objectives developed to
match the new context. Changes and additional validation would also be needed
to ensure that the information displayed is relevant in the new context.

Therefore, the improvement goal is to automate the integration of new SUTs
in the same context, and to provide a clear roadmap for attempts to reuse
the ISBST system in a new context, detailing. Changes of context could also
be made easier by developing an editor that would allow the creation of new
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representations, new quality objectives, and that would synchronize the display
mechanisms to the other components.
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